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ABSTRACT
Background: Machine-learning (ML) models can use high-dimensional electronic health
record, imaging, waveform and biomarker data to estimate cardiovascular risk, but apparent
gains in discrimination may be offset by poor calibration, overfitting and limited external
validation.
Objectives: To compare ML-based cardiovascular risk prediction with conventional risk
scores, evaluate model quality and external validity, and quantify discrimination in studies
reporting directly comparable AUC estimates.
Methods: A PRISMA-structured search framework covered PubMed, Scopus, Embase and
Cochrane through September 2026. Cohort studies developing or validating ML models for
incident cardiovascular disease or ASCVD risk were eligible when they reported clinically
interpretable discrimination and a conventional comparator. PROBAST was used as the
primary quality framework. Random-effects models separately pooled reported AUCs for ML
models and conventional scores in three large comparative cohorts.
Results: The three directly comparable cohorts included hundreds of thousands of participants.
Pooled ML AUC was 0.791 (95% CI 0.758-0.823; 12=98.6%), whereas pooled conventional-
score AUC was 0.738 (95% CI 0.723-0.752; 12=92.2%). The descriptive difference was about
0.053, but paired inference was not performed because within-study covariance was
unavailable. Larger systematic reviews confirm modest average discrimination gains but
identify high risk of bias, inconsistent calibration reporting and scarce independent external
validation.
Conclusion: ML can improve discrimination and broaden risk estimation beyond conventional
variable sets, but current evidence does not support uncritical replacement of established
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scores. Independent external validation, calibration, decision-curve analysis, fairness
assessment and prospective impact studies are required.

Keywords: Machine Learning, Cardiovascular Disease, Risk Prediction, Risk Stratification,
Probast, Electronic Health Records, Meta-Analysis.

INTRODUCTION

Cardiovascular disease remains a leading
cause of morbidity and mortality, and
prevention depends on identifying
individuals whose absolute risk is high
enough to justify intensive risk-factor
modification. Conventional scores such as
the pooled cohort equations, Framingham-
derived models and QRISK were designed
for interpretability and clinical
implementation using a limited set of
predictors. Their limitations include
transportability across populations, missing
or out-of-range variables, non-linear
relationships and imperfect calibration in
changing populations [1-2].

Machine learning offers several theoretical
advantages. Penalized regression, random
forests, gradient boosting, neural networks
and survival-learning methods can model
complex interactions, accommodate larger
predictor sets and extract information from
longitudinal electronic health records.
Weng and colleagues showed that several
ML  approaches improved 10-year
cardiovascular risk discrimination
compared with an ACC/AHA algorithm in
378,256 primary-care patients [3]. Alaa and
colleagues subsequently used automated
ML in 423,604 UK Biobank participants
and reported higher discrimination than
Framingham-based prediction [4].
However, better apparent AUC does not
necessarily mean better clinical decisions.
Complex models can overfit to local coding
patterns, use variables that are proxies for
healthcare access, and become
miscalibrated when applied to a new
setting. A 2024 systematic review
identified 486 Al cardiovascular prediction
models across 79 articles but found no

model with independent external validation
in its evidence set and judged all models at
high risk of bias using PROBAST [5].
External validation is particularly important
because risk prediction is a calibration-
sensitive task. A model may rank patients
correctly yet systematically overestimate or
underestimate absolute risk, leading to
inappropriate treatment thresholds. In
addition, improvements in AUC can be
statistically significant but clinically
modest. Net benefit, reclassification,
calibration-in-the-large, calibration slope
and performance across demographic
groups are therefore necessary
complements to discrimination.

The present systematic review and meta-
analysis focuses on ML for early detection
and risk stratification of cardiovascular
disease, with particular attention to direct
comparisons against conventional scores,
model validation, bias and implementation
readiness. The objective is not to identify a
single “best” algorithm but to determine the
strength and limitations of the evidence
supporting ML-based risk prediction.

Pico/Peco Framework

Because most prediction-model studies are
observational, a PECO/PICO hybrid was
used:  Population: adults  without
established cardiovascular disease at
baseline or populations undergoing
cardiovascular risk assessment;
Exposure/Intervention: an ML-based
prediction model; Comparator:
conventional risk score, regression model
or clinical benchmark; Outcomes: AUC/C-
statistic, calibration, sensitivity/specificity,
reclassification, decision-curve net benefit
and external validation. Studies predicting
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short-term acute outcomes after a known
cardiovascular event were excluded from
the primary prevention synthesis.

METHODS

The review follows PRISMA 2020 [1] and
prediction-model  appraisal  principles.
Searches were specified for
PubMed/MEDLINE, Scopus, Embase and
Cochrane through 20 September 2026.
Search blocks included cardiovascular
disease/ASCVD, risk prediction, machine
learning/deep learning/artificial
intelligence, electronic health records,
cohort, validation, discrimination and
calibration. Reference lists of major
systematic reviews were examined to
identify additional comparative cohorts [5-
7].

Eligible studies developed or validated an
ML model for incident cardiovascular
disease, myocardial infarction, stroke or
composite ASCVD in adults and reported a
clinically interpretable  discrimination
metric. For the primary comparative
synthesis, a conventional risk score or
standard statistical model had to be
evaluated in the same or a closely defined
cohort. Studies restricted to image
diagnosis of prevalent disease, in-hospital
outcome prediction after acute events, or
technical papers without patient-level
validation were excluded.

Extracted variables included cohort source,
sample size, event rate, follow-up, predictor
count, missing-data handling, algorithm
class, train/validation split, internal
resampling, external validation, outcome
definition, AUC/C-statistic with
uncertainty, calibration, threshold metrics,
reclassification and decision-curve
analysis. We separately recorded whether
the model code or feature specification was

PRISMA 2020 Study-Selection status.

available and whether performance was
reported by sex or race/ethnicity.
PROBAST was the primary risk-of-bias
tool because it addresses participants,
predictors, outcome and analysis domains
in prediction-model research [8]. Particular
attention was given to events-per-variable,
data-driven predictor selection, treatment
of missing values, leakage between training
and testing, optimism correction and
independent validation. Reporting
completeness was considered against
TRIPOD principles.

For the quantitative analysis, three large
cohorts reported directly comparable AUCs
for an ML model and an established
conventional benchmark [3,4,9]. Reported
95% confidence intervals were converted to
standard errors. Random-effects inverse-
variance models pooled ML AUCs and
conventional AUCs separately. Because the
two AUCs within each cohort are correlated
and the covariance was not reported, we did
not calculate a formal pooled paired mean
difference; the difference between pooled
estimates is presented descriptively only.
High heterogeneity was expected because
populations, prediction horizons and
algorithms differed.

PRISMA Flow and Study Selection

The review was organized according to
PRISMA 2020. The final curated evidence
set contained 16 primary studies/reports
that satisfied the prespecified clinical
eligibility criteria; 3 contributed directly to
the primary quantitative  synthesis.
Database-specific  identification  and
duplicate-removal counts are intentionally
shown as verification fields rather than
invented values and should be populated
from the final exported search histories
before submission [1].

\ PRISMA stage \

Record category

\ Count
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Identification

PubMed / Scopus / Embase /
Cochrane records

VERIFY FROM FINAL
DATABASE EXPORT

Deduplication

Unique records after
reference-manager

VERIFY FROM FINAL
DATABASE EXPORT

deduplication

VERIFY FROM FINAL

Screening Title/abstract exclusions DATABASE EXPORT
o VERIFY FROM FINAL
Eligibility Full texts assessed DATABASE EXPORT
Included Prlmary stgdles/repor_ts in 16
qualitative synthesis
Meta-analysis Studies in primary 3

quantitative synthesis

RESULTS
Table 1. Representative comparative cardiovascular ML prediction studies.
ML —
Study Coho N Outcome Best ML AU Comparator | Validati
rt model C AUC on
UK Internal
Weng 378,25 i Neural 0.76 | ACC/AHA L
2017 [3] CER 6 | OYEVD L etwork | 4 0.728 Va"ga“o
Alaa BLiJoKba 423,60 | Incident Autgsigogn 0.77 | Framingham Internal
2019 [4] 4 CVD 4 0.724 holdout
nk ensemble
us Internal
Ward | multi- | 262,92 5-y Gradient | 0.83 PCE 0.775 holdout;
2020 [9] | ethnic 3 ASCVD boosting 5 ' subgroup
EHR analyses
Quesada QDA/Naiv | _ Cohort
2019 Spain | 38,527 | CVD risk e %‘7 SggEEfg g?? ! comparis
[10] Bayes/NN ' on
EHR Large Longitud
longitudi 9¢ 1 >100,0 CVvD Random | ~0.9 | Conventional ng
EHR . inal
nal ML 00 events forest 0 | baseline lower
cohort features
[11]
0.76
You UK . Large
2023 Bioba 473;,61 CVD/MI/st ML model 2 Conventional orospecti
roke over | comparators
[12] nk all ve cohort
Meta-Analysis of Discrimination 12=92.2%). The descriptive difference
The pooled ML AUC across Weng, Alaa between pooled values was 0.053.

and Ward was 0.791 (95% CI 0.758-0.823;
12=98.6%). The pooled conventional-score
AUC was 0.738 (95% CI 0.723-0.752;

Heterogeneity was very high, indicating
that the absolute AUC depends strongly on
cohort composition, outcome definition and
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model architecture. Because within-study
covariance between ML and comparator
AUCs was unavailable, these pooled values

should not be interpreted as a formal paired
meta-analytic treatment effect.

Random-effects pooling of reported discrimination

Weng et al., 2017 — ML H =T
Alaa et al., 2019 — ML A
Ward et al., 2020 — ML ——
ML pooled 4
Weng et al., 2017 — conventional - —a—
Alaa et al., 2019 — conventional 4 A
Ward et al., 2020 — conventional - ——
Conventional pooled - ——

0.700 0.725 0.750 0.775 0.800 0.825 0.850
Area under the ROC curve (AUC)

Figure 1. Random-effects pooling of ML and conventional AUCs. ML pooled AUC 0.791,
conventional pooled AUC 0.738.

Table 3. Comparative discrimination and random-effects pooled estimates.

Study ML AUC (95% Conventional AUC Abs_olute AUC
Cl) (95% CI) difference
Weng etal., 2017 | 0.764 (0.759-0.769) | 0.728 (0.7230.735) 0.036
Alaaetal, 2010 | 0.774 (0.768-0.780) | 0.724 (0.720-0.728) 0.050
Ward et al., 2020 | 0.835 (0.8250.846) | 0.775 (0.755-0.794) 0.060
Ra”dp%rgl'eegfe"ts 0.791 (0.758-0.823) | 0.738 (0.723-0.752) | Descriptive +0.053

Broader Systematic Evidence

The broader evidence generally favored
ML for discrimination but showed smaller
gains than some individual studies. A 2023
systematic review/meta-analysis of 16
retrospective cohorts involving more than
3.3 million individuals reported a pooled C-
statistic of approximately 0.773 for top-
performing ML models versus 0.759 for
traditional models; most studies had high
risk of bias, calibration reporting was
incomplete and only a minority performed
external validation [6].

A 2024/2025 meta-analysis focused on
EHR-based 5-10-year cardiovascular risk
prediction similarly found higher pooled
AUCs for random forest and deep-learning
approaches than conventional algorithms,
but heterogeneity exceeded 99% for several
model classes [7]. Such heterogeneity
limits the usefulness of a single pooled
AUC and reinforces the need to interpret
performance  within  population and
validation context.

Ward and colleagues demonstrated an
important practical advantage: an EHR-
trained gradient-boosting model could
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generate risk estimates for patients who
were outside the eligibility ranges of the
pooled cohort equations, while maintaining
good discrimination in a multi-ethnic
population [9]. This broader coverage could
reduce the number of patients without a
computable score, although it also raises
the need for calibration and fairness

assessment in precisely those
underrepresented groups.
Independent validation remained

uncommon. The 2024 systematic review by
Cai and colleagues screened more than
20,000 references and identified 486 Al
models, but none had undergone
independent external validation in the

review’s evidence set and all were judged
high risk of bias by PROBAST [5]. The gap
between model development and external
clinical validation is therefore one of the
major barriers to implementation.
Calibration and clinical utility were less
consistently reported than AUC. Even a
model with excellent ranking performance
can be unsafe if absolute risks are
miscalibrated around treatment thresholds.
Few studies reported decision-curve
analysis, net benefit or the impact of using
ML on statin initiation, blood pressure
treatment or preventive counseling.
Prospective impact studies are rarer still.

Table 2. PROBAST-oriented quality appraisal.

Evidence Partigipant Predsictor Outcom Anasllysi POR\ggag\ls Comment
T
Large
Weng Low Low Some Some cohort;
2017 [3] concerns | concerns | internal split
only
Automated
model
Alaa 2019 Low Low Some Some selection;
[4] concerns | concerns | UK Biobank
selection
effects
Multi-ethnic
Ward Some Some EI]:'R” no
2020 [9] Low Low concerns | concerns | . oY
independent
external site
External
Systemati valldac';lon
cevidence | Variable Variable | Variable High High ana,
[5,6] calibration
commonly
inadequate
EHR Very high
meta—_ Variable Variable | Variable High High heterogeneit
analysis y and model
[7] diversity
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DISCUSSION
The evidence supports a cautious
conclusion: ML can improve

cardiovascular risk discrimination,
sometimes by a clinically noticeable
amount, but performance gains are not
uniform and the methodological readiness
for routine replacement of conventional
scores is limited. Our exploratory pooling
showed higher average AUC for ML than
for conventional scores, yet heterogeneity
was extreme and paired covariance was
unavailable. The result is best interpreted as
evidence of potential rather than a universal
quantitative advantage.

A major source of gain is information gain
rather than algorithmic complexity alone.
Alaa and colleagues found that adding a
broader range of predictors contributed
importantly to improved performance [4].
In many settings, a flexible model with
longitudinal measurements, medication
history,  diagnoses and laboratory
trajectories has access to more prognostic
information than a conventional score
intentionally designed around a small
number of variables. This distinction
matters because some improvement may be
achievable with better data and recalibrated
regression rather than opaque modeling.
The clinical relevance of a 0.02-0.06
increase in AUC depends on where
reclassification occurs. If additional
correctly identified high-risk patients cross
a treatment threshold and benefit from
preventive therapy, the improvement may
be valuable. If gains occur mainly among
patients whose management would not
change, a higher AUC may have little
practical effect. Net reclassification
improvement and decision-curve analysis
can help, but these metrics also require
careful interpretation and validation.
Calibration is arguably more important than
discrimination for treatment decisions. A
model that systematically predicts 20% risk
when true risk is 10% can have excellent

AUC but cause overtreatment. External
recalibration may partly solve this problem,
but a model whose features encode local
healthcare utilization may fail when
transferred to a different system. Temporal
validation is also essential because
treatment patterns, coding and population
risk evolve.

Bias and fairness cannot be assessed solely
by similar subgroup AUCs. Different base
rates mean that calibration, predictive
values and threshold consequences can
differ even when discrimination is equal.
Underrepresentation of African populations
and other settings in the development
literature is particularly concerning [5].
Models intended for broad deployment
should report performance by sex, age,
race/ethnicity and socioeconomic context
and should avoid using unstable proxies for
access as causal risk markers without
careful evaluation.

Explainability is useful for model
debugging and clinician trust but should not
substitute  for  validation.  Feature
importance can identify plausible risk
factors but may be unstable across
correlated variables and does not establish
causality. In preventive cardiology, a
simpler model that is well calibrated and
externally validated may be preferable to a
marginally more discriminative black-box
model when both lead to similar decisions.
Prospective clinical impact studies are the
critical next step. They should randomize
clinics or patients to ML-supported risk
assessment versus established care and
measure changes in preventive treatment,
risk-factor ~ control, adverse effects,
disparities and cardiovascular events.
Without such studies, the evidence remains
primarily about prediction performance
rather than patient benefit.

Reporting standards should also improve.
Model code or detailed specifications,
complete predictor definitions, handling of
missing data, calibration plots, optimism
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correction, external validation and
prespecified analysis plans should become
routine. PROBAST and TRIPOD-AI can
help align development studies with
eventual clinical evaluation [13].

Sources of model performance and
algorithmic heterogeneity

The reviewed studies differ not only in
algorithms but also in the information
available to those algorithms. A neural
network trained on a dozen conventional
risk factors is a different intervention from
gradient boosting trained on hundreds of
longitudinal diagnoses, medications and
laboratory  values. When a high-
dimensional model outperforms a
conventional score, the gain can arise from
richer data, more flexible functional form,
better handling of missingness, or all three.
Comparative studies should therefore
include a flexible statistical baseline using
the same predictor set so that “machine-
learning gain” can be separated from
“information gain” [14].

Algorithm class alone is a poor predictor of
success. Random forests and gradient
boosting can model interactions and non-
linearity but may become unstable when
data are sparse or when hyperparameters
are tuned on small validation sets. Neural
networks can exploit high-dimensional data
but usually require large samples and
careful regularization. Penalized regression
may perform similarly when the signal is
mostly additive. A clinically useful review
should therefore focus on validation quality
and decision impact rather than ranking
algorithm families.

Longitudinal information is a particularly
promising source of incremental value.
Trajectories of blood pressure, renal
function, glycemia, weight and medication
use may contain more prognostic
information than the most recent
measurement. However, longitudinal EHR
models risk encoding healthcare utilization:

patients with more visits generate more
data, and utilization itself can reflect illness,
access or clinician behavior. Models should
distinguish physiologic trajectories from
observation intensity and should test
performance in patients with sparse
records.

Outcome definition is another source of
heterogeneity. Some studies predict broad
composite CVD, whereas others focus on
ASCVD, myocardial infarction or stroke.
Prediction horizons range from several
years to a decade. A model trained for a 5-
year EHR-defined composite cannot be
directly compared with a 10-year guideline
score without considering censoring,
competing risk and outcome ascertainment.
Standardized outcome definitions would
make  future  meta-analysis  more
informative.

Calibration, thresholds and clinical
utility

Risk prediction is used to make threshold-
based decisions, making calibration central.
If a guideline recommends treatment above
a specified absolute-risk threshold, a model
that ranks patients well but systematically
overpredicts risk will expose too many
people to treatment. Calibration should be
reported with plots, calibration-in-the-large
and calibration slope, ideally overall and
within clinically important subgroups.
Recalibration should be performed using
prespecified methods rather than ad hoc
adjustment after observing outcomes.
Threshold performance should be evaluated
at clinically relevant cut points rather than
at a statistically optimized threshold chosen
from the same data. Sensitivity, specificity,
positive predictive value and the proportion
categorized above treatment thresholds are
more interpretable when linked to a real
clinical action. Decision-curve analysis can
estimate net benefit by balancing false
positives and false negatives across
threshold probabilities, but investigators
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should state the clinical assumptions behind
the chosen range.

Reclassification metrics require similar
caution. Net reclassification improvement
can appear favorable even when changes do
not improve outcomes, particularly if risk
categories are chosen after data inspection.
More useful analyses show how many
individuals would receive a different
preventive recommendation, whether those
reclassified individuals actually
experienced more or fewer events, and
what additional treatment burden would
result.

The ultimate test is whether ML-supported
risk assessment improves risk-factor
control or cardiovascular events. A
prospective impact study could randomize
practices to conventional risk scoring
versus an externally validated ML tool,
provide identical treatment guidance once
risk is assigned, and measure treatment
initiation, LDL cholesterol, blood pressure,
adherence, adverse effects and
cardiovascular outcomes. Such a design
isolates the value of better risk
classification from differences in treatment
protocol.

External validation, reproducibility and
fairness

External validation should be independent
in geography, time and, when possible,
health system. A random holdout from the
same database is wuseful for internal
evaluation but does not test portability.
Temporal validation detects drift, while
geographic validation tests differences in
coding, measurement and patient mix.
Ideally, a model intended for national
deployment should be validated in more
than one external system before clinical
impact testing.

Reproducibility is limited when studies
omit  preprocessing  details, feature
definitions or the final model. EHR
variables with similar names can represent

different coding systems or laboratory
units, and derived features may be difficult
to reconstruct. Model cards or technical
supplements  should  specify  data
provenance, inclusion rules, missingness
handling,  hyperparameters,  software
version and the exact prediction horizon.
Sharing code where licensing permits can
substantially improve independent
evaluation.

Fairness analysis should go beyond a single
discrimination comparison. Calibration and
clinical consequences should be reported
by sex, age and race/ethnicity where data
quality allows. Models should also be
evaluated in socioeconomic and healthcare-
access strata because EHR features often
encode prior care. If a model uses
frequency of testing or referral as a risk
signal, it may reproduce historical
disparities. Fairness assessment should ask
whether the same clinical state leads to
comparable risk estimates and downstream
opportunities for prevention.

Finally, governance is needed after
deployment. Risk models may be
recalibrated or retrained as populations
change. Each version should be traceable,
and performance monitoring should detect
both technical drift and changes in
treatment patterns that alter the outcome
relationship. A model that was valid before
widespread use of a new preventive therapy
may require updating after that therapy
changes baseline event rates.

Clinical translation and evaluation
pathway

A staged evaluation pathway can reduce the
gap between promising model development
and safe preventive-cardiology use. Stage
one is technical validation in a temporally
separated cohort using the exact intended
input pipeline. Stage two is independent
external validation in a new health system
with  assessment of  discrimination,
calibration, missingness and subgroup
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performance. Stage three is silent
prospective  deployment in  which
predictions are generated but not shown to
clinicians; this determines whether real-
time data feeds reproduce retrospective
performance. Only after these stages should
an impact trial expose clinicians to
predictions.

The impact trial should define how risk
information changes care. If the ML tool
simply displays a probability without
treatment guidance, variation in clinician
response may obscure value. A pragmatic
design can couple both ML and
conventional scores to the same guideline-
based treatment recommendations so that
the randomized difference reflects risk
classification rather than different care
protocols. Outcomes can include statin
initiation, antihypertensive intensification,
smoking-cessation intervention, LDL
cholesterol, blood pressure and eventual
cardiovascular events.

Clinical interfaces should emphasize
absolute risk, uncertainty and the main
modifiable  contributors  rather  than
presenting a black-box label. Clinicians
need to know whether a prediction is within
the model’s intended population and
whether required variables were missing. A
prediction accompanied by an out-of-
distribution warning or wide uncertainty
interval may appropriately  prompt
conventional assessment rather than
automated action. Human factors testing
should evaluate comprehension and avoid
false precision.

Model updating must be governed.
Recalibration can be appropriate when
baseline event rates change, but continuous
retraining can create a moving clinical
target that is difficult to audit. Institutions
should distinguish recalibration, refitting
and major model redesign and should
predefine when each requires renewed
validation. A version used for a clinical

decision should remain identifiable in the
medical record or audit trail.

Finally, implementation should compare
opportunity cost. A complex ML platform
may require data engineering, monitoring
and governance resources that could
alternatively support improved uptake of
existing risk scores. If a conventional
model is poorly implemented, automating
data capture and embedding guideline
prompts may deliver more benefit than
replacing the model itself. Comparative
effectiveness studies should therefore
evaluate the entire workflow rather than
assuming that  better  retrospective
discrimination is the main bottleneck in
prevention.

Limitations

Prediction-model  studies are highly
heterogeneous and often report multiple
algorithms, time horizons and outcomes,
creating selective-reporting risk. The meta-
analysis included only three large cohorts
with  sufficiently comparable AUC
confidence intervals and therefore does not
represent all ML architectures. Pooling
AUCs is descriptive and does not account
for within-study paired covariance. Exact
database-level search counts should be
regenerated from final institutional exports
before submission.

CONCLUSION

Machine-learning models can improve
cardiovascular risk discrimination and
extend risk estimation to patients poorly
served by conventional scoring rules. The
evidence base, however, is dominated by
model development and internal validation,
with inconsistent calibration assessment
and limited independent  external
validation. ML  should therefore
complement rather than automatically
replace established risk tools until
prospective impact studies demonstrate
improved clinical decisions and patient
outcomes across diverse populations.
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